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Abstract 

The movements of share prices has long been of interest to both academic researchers as well 

as market practitioners. The statistical research in this field dates back to the work of Bachelier 

(1900) and there have been many approaches adopted subsequently. 

This thesis considers a Bayesian approach to multivariate forecasting of financial time series 

based on dynamic linear models. We will also consider the forecasting of the returns distribution 

using stochastic volatility models. We will then look at combining these two model structures. 

We will also demonstrate how the posterior forecast distribution can be simulated and how this 

may be used directly in order to implement a fully Bayesian decision theoretic approach to 

selection of optimal stock portfolios. 

These methods are first illustrated on simulated data and then applied to real data for selected 

shares from the Standard and Poor 500. 
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Chapter 1 

Introduction 

1.1 Motivation 

The movements of share prices has long been of interest to academic researchers as well as prac- 

titioners within the market. Statistical research dates back over a century to the seminal work 

of Bachelier (1900), who's paper was the first not only to propose a random walk mechanism 

for share price movements but also to derive formula for the pricing of options. Subsequently 

there have been many different approaches to looking at share prices and investment decision 

making. 

To borrow the format of Miller (1999) four schools of approaching investment decision making 

have subsequently arisen. These are examined in turn. 

1.1.1 Markowitz and the Theory of Portfolio Selection 

The Markowitz (1959) approach to portfolio selection is to consider the mean returns and vari- 

ance/covariance of a portfolio of shares and select that portfolio which provides the best possible 

return for a particular investor depending on their view of an acceptable level of risk. Perhaps 

one of the most important concepts to arise from this paper is that the relevant unit of analysis 

for an investor is the portfolio, not individual shares, the covariance between shares are key to 

reducing the risks involved in speculative investment. 

Markowitz assumed that the means and variance/covariances could be estimated from the his- 
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1.1. Motivation 

toric data and that not only were these Gaussian but also that they would hold into the future. 

This is unlikely to be the case and the provision of predictive values for these parameters will 

be a major part of the thesis which follows. 

1.1.2 Capital Asset Pricing Model 

The Capital Asset Pricing Model (CAPM) of Sharpe (1970) proposed that all investors would 

hold the market portfolio, i. e. that portfolio which matched the proportions of the market as a 

whole. This is now common with many mutual funds and index tracking funds. In this model 

investors reduce the risk they face by holding proportions of their assets in "non-risky" assets, 

such as bank deposits or in gilts. There are limitations to CAPM, especially in relation to the 

level of transaction costs required to maintain the market portfolio. 

1.1.3 The Efficient Market Hypothesis 

The efficient market hypothesis states in simple terms that you can not buck the market. Es- 

sentially no rule can exist based on currently available information that allows an investor to 

generate above normal rates of return on the investment. This was supported by the random 

walk view on stock prices as first proposed by Bachelier (1900), which implies that historic 

patterns and trends, no matter how apparent they appear, have no predictive power for future 

prices. However from the mid-sixties with the work of Fama (1965) empirical evidence had 

accumulated to the extent as to be able to say with some conviction that stock prices were not 

random walks in the strictest sense, at least some predictability could be detected. The effi- 

cient market hypothesis does, however remain popular with researchers, especially those from 

an economics background. It could still carry some validity, if markets work, then even if a 

researcher finds some method to derive above normal returns the reaction of the market will 

eventually erode that advantage and return the market to equilibrium. "The apparent situation 

is that financial markets are in a persistent state of near efficiency, meaning that excess money 

consistently is possible but very difficult. " (Qunintana, Lourdes, Aguilar, and Liu 2003). 
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1.2. Bayesian Inference 

1.1.4 Options 

The pricing of options is one of the major areas of financial research over the last twenty five 

years or more. The work of Bachelier (1900) was concerned with the pricing of options, how- 

ever modern research can be attributed to the paper Black and Scholes (1973). The pricing of 

options under the "Black-Scholes-Merton" formula depends mainly on observables, namely the 

current market price of the underlying share, the striking price, the time to maturity of the con- 

tract and the risk free interest rate. It also depends crucially on the volatility of the log returns 

distribution of the underlying share, which is not directly observable. The estimation of this 

volatility of the log returns has lead to some of the estimation techniques that will be discussed 

later in this thesis. 

1.2 Bayesian Inference 

This thesis will consider the problem of making inference on, or providing estimates for the 

parameters of a variety of models. Frequentist approaches to these models are difficult as the 

models are complex and predictions of future values are required. Maximum Likelihood esti- 

mators are popular with many statisticians and can be appropriate for use with complex models. 

They, however, fail to provide a mechanism for the incorporation of prior beliefs and they do 

not provide probabilistic information about the estimates for the model parameters. 

Bayesian inference overcomes these two concerns. If we have some data x which we believe 

can be modelled with a probability density function f (x 8), then the likelihood of 0 is L (01x). 

We can express the prior beliefs about the parameter 0 in terms of a probability density function 

7r (0), then the posterior probability density function for 0, it (01x) is given by 

7r (OI x) oc 7r (e) xL (6 x) 

i. e. Posterior a Prior x Likelihood 

(1.1) 

The above relationship (1.1) is the underpinning result of Bayesian statistics, it links the prior 

beliefs about a model's parameters to the data, as expressed through the likelihood to allow us 

to draw inferences about the model parameters. From this relatively simple expression a whole 
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1.3. Bayes Linear Inference 

range of statistical techniques have arisen to help us make inference about complex models. 
This thesis will follow the Bayesian paradigm for inference on complex models within the 

context of financial scenarios. 

1.3 Bayes Linear Inference 

In Section 1.2 Bayesian Inference has been outlined as the preferred method for making infer- 

ence about the parameters of complex models. A fully Bayesian approach requires the specifi- 

cation of full joint probability structures, this can be difficult to do in highly complex problems. 
A Bayes Linear Analysis overcomes this requirement and so can be a preferable approach to 

such complex problems. 

We can define the subjective expectation of a discrete random quantity as 

00 

E(X) = ZxiP(X = xi) 
2-1 

where P (X = xi) is the subjective probability of the event (X = xi) occurring. In Bayes 

Linear Analysis we assume that assigning subjective probabilities to all possible events is too 

difficult and so subjective expectation is made the fundamental quantity of interest. The use 

of subjective expectation allows us to make statements about the location of the parameter of 

interest, about which we are uncertain. We are often also interested in the spread about that 

location. Subjective expectation is a powerful tool and allows one to define the subjective 

variance and covariance as follows: 

Var (X) =E (X2) -E (X)2 

Cov (X, Y) =E (X, Y) -E (X) E (Y). 

Bayes Linear Analysis uses subjective expectation as its cornerstone and is, in spirit, similar to 

a fully Bayesian approach. The prime difference being that it is based on a simpler approach 

to prior specification and analysis. In a Bayes Linear approach we make prior specification for 

the collection of means, variances and covariances we are interested in and then update these 
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1.4. Markov Chain Monte Carlo 

via linear fitting. If we have two random vectors B and D whereby observing D we hope to 

make some inference about B. The adjusted, or Bayes Linear expectation of Bi given D is 

the linear combination of ajT D which minimises E ((Bi 
- ajT D) 2) 

over ai. To undertake this 

adjustment we must first specify prior mean vectors and the variance matrices for B and D, as 

well as the covariance matrix between B and D. The adjusted expectation vector ED(B) for 

BD is evaluated as 

ED(B) = E(B) + Cov(B, D)Var (D)-1 [D -E (D)] (1.2) 

This is known as the Bayes Linear Adjusted Expectation. Likewise the Bayes Linear Adjusted 

Variance is given by 

VarD (B) = Var (B - ED (B) ) 

= Var(B) - Cov(B, D)Var(D)-1Cov(D, B) (1.3) 

One interesting thing to note about both (1.2) and (1.3) is that the Bayes Linear Adjusted expec- 

tation and variance can be considered to be made up of the original estimate adjusted slightly 

in light of the data. For a more detailed treatment of Bayes Linear Inference see Goldstein and 

Wooff (1995) 

Within the Bayesian framework, adjusted expectation offers a tractable approximation to condi- 

tional expectation which can be useful in complex problems. Adjusted variance is a strict upper 

bound to expected posterior variance over all prior specifications consistent with the given mo- 

ment structure. "These approximations are exact in certain cases, most particularly if the joint 

probability distribution of B, D is multivariate normal. This leads to formal relationships be- 

tween the analysis of Gaussian structures and Bayes Linear calculations" Goldstein (1998). 

This arises in the case of Dynamic Linear Models which will be returned to in Chapter 2. 

1.4 Markov Chain Monte Carlo 

In Section 1.2 and Section 1.3 it was stated how Bayesian inference provides a suitable frame- 

work for the analysis of complex models, allowing for the incorporation of prior beliefs and 
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1.4. Markov Chain Monte Carlo 

providing probabilistic information about the model parameters. Fully Bayesian analytical ap- 

proaches to complex problems, however, are at best prohibitively complex and can often be 

intractable. If we abandon the analytical approach and adopt stochastic simulation techniques 

then the Bayesian analysis of almost all statistical problems is possible. In many cases what 

are required are integrals of complex high-dimensional probability distributions. Techniques 

for Monte Carlo (MC) integration using Markov Chains (MC) known as Markov Chain Monte 

Carlo (MCMC) can be used to find these integrals (see Gamerman (1997) for a general treat- 

ment and the references therein). 

Simply put, these techniques involve sampling from a posterior distribution of interest, by sim- 

ulating values from a Markov Chain which has the posterior distribution of interest as its sta- 

tionary distribution. Key to this, is of course, constructing a Markov Chain that has precisely 

the distribution of interest as its stationary distribution. 

Suppose we wanted to simulate values from a random vector 9= (el, 92, """ A), which is 

possibly high-dimensional. The best strategy depends on what is known about the distribution 

of 8 and especially about the structure of the density for 9. One standard method assumes 

knowledge of each of the distributions 

01 
02101 =X1 

03101 =x1i02=x2 

ekße1= Xl, B2 = x2i ... 7 8k-1 = Xk_1 

In this case one could simulate on observation from 0 by progressing through these distributions, 

hierarchically, simulating component values from each in turn, conditioning on the simulated 

values of earlier components. This is a standard algorithm for simulating multivariate normal 

observations. In reality rarely do we know these distributions and hence we need to turn to 

MCMC techniques. One such technique which could be used when the above listed distributions 

are not known, but when their univariate conditions are, is the Gibbs Sampler. 
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1.4. Markov Chain Monte Carlo 

1.4.1 The Gibbs Sampler 

The Gibbs sampler is a MCMC technique which allows simulation from the joint distribution 

when only the full conditionals are known and can be simulated from. It is particularly appro- 

priate when sampling from the marginal distributions is either not convenient or not possible. 

Using the square bracket notation of Gelfand and Smith (1990), let [9] denote the joint density 

of a vector of parameters 0= (01,92, 
... , 

Ok). The situation often arises where the marginal 

density 

[Oil 
- 

Iff... 

[edel ... del-idei+l ... dek, (1.4) 

or some information pertaining to the density, such as its mean or variance is required. The 

most natural approach and perhaps straightforward approach would be to calculate the density 

and use it to obtain the desired characteristics. The integrations, however, necessary to compute 

the marginal density, whether analytically or via numerical methods, might be intractable or at 

least highly problematic. Gibbs sampling allows us to learn about such densities without having 

to perform integrals such as (1.4). The Gibbs sampler, instead of determining or approximating 

[0j] directly, is an algorithm which allows one to generate a sample from the density of [9]. 

Given the full conditional distribution [e Bj\], for each element 8i, where Bi\ denotes the vector 

0 with the iIh element omitted. The Gibbs sampler follows the following algorithm: 

1. Initialise the iteration counter to j=1 and initialise the state of the chain to 

0(0) - (Oo, e2(°), .... ek(°)) . 
2. Obtain a new value 8(j) from 0('-1) 

91(j) ," 
[91 

82(7-1)1 e3(ß-1)ý 04 (Li-1), 
.... 

ek(7-1)J 

e2(ß) ,., 
[o2oli, 

o3u_1, o4u_n,..., oku_n] 

03(j) , ý, 
[93101i, 

92u, 94u_1,.. 
, 

Ok(7-1)J 

ek(e) , 
[ek 

01(j)1 02(7)1 03(ß)I 
.... 

ek-1(7)I 

7 



1.4. Markov Chain Monte Carlo 

3. Increment the counter from j to j+1 and return to step 2. 

In essence what this algorithm does is sample each parameter of interest from its full univariate 

conditional distribution, conditioning on the current value of each of the other parameters. This 

clearly defines a homogeneous Markov Chain. Each simulated value depends only on the pre- 

vious simulated value, not on previous values or the iteration counter. This process is repeated 

t times until the vector 0(t) is obtain. The motivation behind implementing a Gibbs sampler is 

that, it can be shown that, the simulated values converge in distribution to realisations of ran- 

dom variables from the required distribution [B]. Hence, for a sufficiently large t the value 9i(t) 

represents a value sampled from the marginal distribution of O. One key question that arises is 

whether or not the Markov Chain has reached its stationary distribution? The sampler needs to 

be run for a "burn-in" period, to ensure the chain has converged and this "burn-in" is discarded 

before analysis of the parameters can be undertaken. What is required is a sample of size T 

from the joint posterior distribution, however opinion is divided on how best to obtain this. 

One method suggests that the sampler is run T times for t iterations and only this iterate is re- 

tained as the sample value. Obviously the chain needs to be started at random values so that the 

sample will consist of random draws from [9]. An alternative is to run the sampler beyond the 

"bum-in" stage and take each of 9(t), 9(t+l) e(t+2).... 
19(t+T) as sample values from [a]. This 

technique relies on the fact that once equilibrium has been achieved subsequent iterations from 

the sampler will also yield realisations from the required distribution. This method requires less 

computational time, however, the sample is not a random sample of independent observations, 

because successive elements of the chain are correlated. 

The issue of convergence of the Markov chain is wide ranging and beyond the scope of this 

thesis. The two review papers by Mengersen, Robert, and Guihenneuc-Jouyaux (1998) and 

Cowles and Carlin (1996) provide a more detailed treatment for the interested reader. The 

important fact to recall is that no convergence diagnostic can say with any certainty whether or 

not a Gibbs sampler has converged to its underlying stationary distribution. One of the simplest 

methods of detecting convergence is by visual inspection of the trace plots of the MCMC output. 

A useful tool to further check convergence is CODA Best, Cowles, and Vines (1995). This is a 

software package which can be used in conjunction with the statistical software package R to 

perform the various diagnostic techniques reviewed in the above papers. 
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1.4. Markov Chain Monte Carlo 

1.4.2 The Metropolis-Hastings Sampler 

Metropolis-Hastings schemes are a widely used class of methods for constructing a reversible 

Markov Chain which has the distribution of interest as its stationary distribution. These methods 

are useful when the Gibbs sampler outlined in Section 1.4.1 is not applicable, i. e when we can 

not easily sample from the distribution of interest. 

Suppose the density of interest is it (9), what we require are sample values from this density. 

Suppose we have a proposal distribution q (B, 0), which is infact the transition kernel of a 

Markov Chain. This proposal distribution needs to be easy to simulate from, or at least easier to 

simulate from than the distribution for it (9) or there is no advantage to this methodology. The 

proposal distribution does not necessarily have to have it (8) as its stationary density. 

The Metropolis-Hastings algorithm can be used to simulate a sample from the density of interest 

it (0) using a Markov chain as follows. 

1. Initialise the iteration counter to j=1 and initialise the state of the chain to 

e(°) = 
(910, 

o20,. 
.., 

eke°>). 

2. Simulate a proposed value 0 using the kernel q 
(00-1), ý) 

. 

3. Evaluate the acceptance probability a 
(BU-1), 0) of the proposed move where 

cx(9,0) = min 1 
' 7r (e_)q (e_, 0) 

4. With probability cti 
(6(i-1), 0) 

1 set 8(j) = 0, otherwise set 9(') = 9(3-1). 

5. Increment the counter from j to j+1 and return to step 2. 

Put simply at each iteration of the sampler a new value is generated from the proposal distribu- 

tion q(9,0) which is either accepted or rejected. If accepted the chain moves to a new value, 

if rejected the chain maintains its current position. Whether the move is accepted or not de- 

pends on the acceptance probability, 0), which depends on the relationship between 

the density of interest and the proposal distribution. The density of interest it (9) only enters the 

acceptance probability as a ratio, hence this method can be used when the density of interest 
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1.5. Utility Theory 

is known only upto a scaling constant. Whether or not the move is accepted depends on the 

generation of a random uniform [0,1] value, u at step 3. If u< oz(eU-1), 0) then the move 

is accepted, if a(O(j-1)) q) >u then the move is rejected and the chain maintains its current 

position. 

1.5 Utility Theory 

We have already stated we are interested in using the Bayesian paradigm to make inference on 

complex financial models, however we are also interested in using that modelling to allow us to 

make decisions on the portfolio of shares to hold. Utility theory gives us a methodology to aid 

in that decision process. 

If one has a choice between two rewards, Rl and R2, one could easily rank those as to one's 

preference for one above the other. If R2 is preferred to R1 this can be written as R1 ý* R2. If 

one is indifferent between the two rewards R1 and R2, this can be written as Rl -* R2. If one 

definitely does not prefer R2 to R1, i. e. if either R2 ý* Rl or R1 -* R2 holds then this can be 

written as R2 ý* R1. With a collection of n rewards one can create a preference ordering, such 

that 

R1--<*R2-*... --<*Rn 

Where Rl in this case is the least preferable reward and Rn is the most preferred, in the opinion 

of a particular individual. 

A gamble G can be considered as a random reward. Even though gambles are random they can 

still be ordered by preference. The following gamble, 

G=p1R1+9p2R2+g +9pnRn 

can be considered as returning reward R1 with probability pi, reward R2 with probability p2 

and so on upto reward Rn with probability pn. If you had set the preference R2 -* R1 and 

you are then then presented with a gamble, G=2 R1 +y 2 R2, then including this gamble into 

your preference order would yield R2 -<* G R1. This is obvious as if you prefer Rl to R2 
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then you would naturally prefer the gamble, G to R2 as this gives you at least a half chance of 

obtaining your preferred reward R1, likewise for preferring R1 to the gamble G. 

Such preference ordering is interesting, however it does not tell you how much you prefer Rl 

to R2. What is required is some form of quantitative measure of preference , utility is that 

measure. A utility function u(") maps rewards and gambles to the real line, preserving the 

preference ordering. Hence if your preference ordering was, R2 ý* R1, then u(R2) < u(R1). 
The utility of a gamble is defined as follows 

u(G) = plu(Ri) + p2u(R2) + ... + Pnu(Rn) 

=u (G) =E (u (G) ) (1.6) 

The above provides a basis for utility based decision making. Preference ordering is preserved 

and hence we should always choose the reward which yields the largest utility. The result given 
in (1.6) tells us that given a collection of gambles over a set of rewards you should always 

choose the gamble with the highest expected utility. This result is important and we will come 
back to it in Chapter 6 when we consider issues of portfolio selection. 

If the rewards are monetary one could just consider the Expected Monetary Value (EMV) of a 

gamble, i. e. 

EMV(G) = pl£R1 + p2LR2 + ... +p, XRn 

as opposed to the utility 

u(G) = plu(Ri) + p2u(R2) + ... +p u(Rn) 

To compare these two we require the following two definitions. The certainty equivalent of G 

is the amount of money CR such that one is indifferent between 'R and G, i. e. 'R -* G, or 

u(JJR) = u(G). The risk premium is defined as the amount HG where 

IIG = EA1V (G) - 'R 
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If r'G > 0, VG for a particular decision maker they can be said to be risk averse. If for a decision 

maker IZc, < 0, VG, they are said to be risk prone, and if fIG = 0, VG then they can be said to be 

risk neutral. If a decision maker is risk neutral then maximising EMV is a reasonable decision 

making procedure, this can be the case, especially for large organisations when considering 

relatively small amounts of money. However as the amounts considered become larger then 

decision makers tend to become more risk averse, and it is risk averse situations we will consider 

in more detail in Chapter 6. Risk averse utility functions are always concave in form and in later 

chapters we will discuss the possible forms of these in more detail. 

1.6 Programming aspects 

The nature of the research within this thesis is highly computational and we have used two sets 

of software to enact the models and algorithms discussed. Much initial work was done in the 

statistical software package R, however this was too slow for more serious computation. It is 

however useful for the analysis and graphical representation of results from other programmes. 

The serious programming was done in the object orientated programming language sather. The 

advantage of object orientated languages are that they allow for the construction of modular 

libraries and rich data structures which can be called from a variety of programmes. sather 

was chosen specifically because it was developed with scientific computing in mind and hence 

deals efficiently with matrices and other mathematical objects. For more details on sather see 

Omohundro and Lim (1992). 

1.7 Structure 

Having outlined the motivation for this research and the general paradigm under which the 

research will be conducted, we can go on to look at the problem in more detail. In Chapter 2 

we will consider the basic model structure that will be used throughout this thesis and ways 

in which we can make inference about the unobservable state of this model. In Chapter 3 we 

will look at how we can either estimate or make inference about the parameters of this model 

and we will demonstrate this with simulated examples. In Chapter 4 we will consider a related 
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model structure which allows for comparison with the continuous time models for share price 

movement. In Chapter 5 we will look at attempts to combine these two models. In Chapter 6 we 

will look at how the predictions that stem form these models can be used to aid in the selection 

of portfolios. Finally in Chapter 7 we will demonstrate the techniques on real market data. 
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Chapter 2 

The Dynamic Linear Model 

2.1 Introduction 

This thesis will be concerned with the modelling of financial time series, both univariate and 

multivariate. Before continuing it is useful to consider what is meant by this. The Oxford 

English Dictionary defines a model as "a simplified description of a system ... that assists cal- 

culation and prediction". Alternatively "The reason behind modelling is to provide efficient 

learning processes that will increase understanding and enable wise decisions" West and Har- 

rison (1997). These two definitions of models are essentially identical; what they say is that 

models do not necessarily represent truth, that is they do not capture all the complexity of the 

real world, rather they are tools which allow greater understanding of the systems of interest 

and so aid the decision process of those trying to use the systems in practical applications. 

Models can incorporate factual information or data but they can also include personal expe- 

rience. In fact all models are by definition subjective, that subjectivity in part coming from 

experience of the model builder. They are also based on the past with the hope that this pro- 

vides a guide to the future. The ability of a modelling system to be able to learn and update 

is fundamental to a good model. Considering this need to be able to incorporate prior beliefs 

into a model and the necessity for updating leads us to consider modelling under a Bayesian 

paradigm, which as discussed in Section 1.2 will be the central paradigm of this thesis. 

The other simple point to clarify is what are time series. "A time series is defined as a series 

of observations taken sequentially over time. It is this order property which is crucial to time 
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2.2. The Dynamic Linear Model 

series" Pole, West, and Harrison (1994). The prices of openly traded shares and currencies quite 

naturally follow such an ordering. Prices are quoted monthly, weekly daily, hourly or even more 

frequently, providing the sequential ordering required to be defined as time series data, it is such 

financial time series that will be of particular interest to us in this thesis. 

2.1.1 Notation 

The models used in this chapter and through out this thesis will draw on some basic notation 

and it is perhaps wise to introduce this before the models are presented in more detail. 

Let Y represent the real value of the quantities observed over time. This can either be a series of 

individual observations or a series of vectors of observations depending whether we are looking 

at univariate or multivariate series. The time index t is used as a suffix for the time series, 

hence Yt represents the value of Y at the tth time point. Observations begin at time t=1 and 

develop Y1,1/2,3, 
... or Yt(t = 1,2,3.... ). We call the relevant information available to us 

the information set and denote this as D. Hence Dt is the information available at time t, this 

could just be the observations of the series but could also include any other information that has 

become available us. 

2.2 The Dynamic Linear Model 

Statistical modelling of time series processes can be based on a classes of dynamic models. 

The term dynamic simply relates to the changes in such processes due to the passing of time 

being the primary motivating force of the model. The normal dynamic linear model is a widely 

known subclass of these models and one which will provide the basis of much of which follows. 

These are often referred to as dynamic linear models or DLM's. For a full treatment of dynamic 

linear models within a Bayesian framework see West and Harrison (1997) which has become 

the standard reference text in this area. We will adopt the standard notation from West and 

Harrison (1997) to allow the reader familiar with this work to make easy comparisons. 

In a time series context it is natural to consider a sequential model definition and structure, due 

to the sequential and structured nature of the data to be modelled. In producing the models 

we are seeking to produce forecast values under the model and as time evolves the information 
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available to us to allow updating of our forecast is received. This sequential conceptualisation 

focuses attention on statements about the future development of the time series conditioning on 

all existing information in our possession. 

When we wish to start modelling at the time origin, when t=0, then the only information 

available to us at that time is the initial information set Do. In forecasting ahead to anytime 

point t>0, the objective is to calculate the forecast distribution (Y ID0), that is the value of 

the series at Y given the initial information set, Do. However, at time t we would usually have 

more information than just Do, so at any time t, statements about the future are conditioned on 

all the available information Dt. Hence when forecasting ahead to time s>t statements made 

about the the random quantities of interest, Y, at time s involve consideration of the conditional 

forecast distribution (Y, I Dt). Note since the information set Dt contains all relevant information 

at time t it by definition includes Dt_1 and Yt. We are interested in the future development of 

the series via probability distributions for t+l, 1 t+2, 
... conditioning on Dt. This distribution 

obviously depends on the parameters determining the distribution forms and moments. To look 

at a one step ahead forecast our beliefs will be structured in terms of the parametric model 

(Yt c5t, Dt-1), 

where Ot is a defining parameter vector at time t. These model parameters ct are the means 

by which the information relevant to forecasting is summarised and used in forming forecast 

distributions. The learning process needs to sequentially update the state of our knowledge 

about these parameters. 

In Section 1.2 we outlined that the probabilistic representation of all uncertain knowledge is 

the essential element of the Bayesian approach to modelling and forecasting and hence this 

approach is appropriate for these models. At time t, historic information Dt is summarised 

through a prior distribution for future model parameters. The prior density (qt Dt_1) and the 

posterior density (Ot Dt) provide a simple and effective transfer of information on the time 

series process through time, we will address this more fully in Section 2.3. 

Having discussed the general properties of dynamic linear models we now need to consider 

their specific form. We have already stated that at any time, t we can say that the observation of 
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Figure 2.1: The Directed Acyclical Graph of the Dynamic Linear Model 

the series can be denoted as Y. We let this value depend on some underlying and unknown and 

unobservable state denoted et. This state then evolves through time according to a Markovian 

process, hence the state at time t+1 is related to the state at t which contains all necessary 

information about previous values of the series. To visualise this model it is perhaps easiest 

to consider the Directed Acyclical Graph (DAG) of the basic model structure Figure 2.1. A 

directed acyclical graph is a clear way of expressing the conditional independence structure of 

the model. 

This DAG tells us a lot about this model. Firstly that the observation at any time t is a reflection 

of some unknown state, 8t furthermore that all the information we require to learn about et is 

contained in the state at the previous time point 9t_1. This model is expressed succinctly in the 

following set of equations 

It =Ft'Bt+vt vt-N(O, Vt) (2.1) 

Bt = Gtet-I + Wt cwt - N(O, Wt) (2.2) 

with initial information, 

80Do^-'N(mo, Co) (2.3) 

where: 

" Yt is a vector of length p. 
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" Ot is a vector of length q. 

" F, is aqxp matrix. 

"' . 
isapxpmatrix. 

" W, and Gt are both qxq matrices. 

This is the most general form of a family of models known as the Normal Dynamic Linear 

Model. The term normal referring to the two Gaussian noise terms. This model will provide 

the basis for most of the modelling conducted within this thesis. The model is split into two 

equations, (2.2) is know as the system or state evolution equation and provides the model dy- 

namic. The observation equation (2.1) relates the observation to the unobservable state. Our 

prior beliefs about the state 0 given the initial information set Do are summarised in a Normal 

distribution with mean mo and variance C0. These models can be either univariate or multivari- 

ate and the flexibility of model structure is derived from the form of the Ft and Gt matrices. 

These two terms can be time variable or time invariate depending on the model structure re- 

quired. The two variance matrices IT,, and T4 can also be time variable or fixed depending on 

the model to be considered. 

Let us consider two basic dynamic linear models: the locally constant and the locally linear 

model which will provide the basis of much of the modelling in Chapter 3. 

2.2.1 The Locally Constant Model 

In the locally constant model, the state is a single parameter that can be considered to be an 

underlying mean. The observation Yt is related to this underlying mean µt plus some stochastic 

noise. It is this mean which evolves through time. The model can be written in the form of (2.1) 

and (2.2) as 

1t=µt+vt 

lit = µt-i + Wt 

vt N(0, j'") 

wt ^, N(O, III-) 
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or as 

ýf=FOt+vt vt-N(O, V) 

8t = G9t_1 + wt wt - N(0, W) 

Where in the univariate case 

Ot=µt and Ft=Gt=1 

and in the multivariate case with p series 

Etat 

6t = Abt and Ft = Gt =Iapxp identity matrix 

Bt is a vector of length p and V and W are both pxp matrices. 

It is important to note that in this case the two variance matrices ti' and W are both time invari- 

ant, that is the variance of the noise components is the same at all time points. 

2.2.2 The Locally Linear Model 

The locally linear model is an extension of the locally constant model with the addition of a 

trend component T. This trend could represent inflation or interest rates in the financial models 

we will be considering later in this thesis. The variance of this trend component would typically 

be small. This model is written as 

1t=µt+Vt vt^'N(O, V) 

µt = µt-, + Tt-, + wt wt , N(0, W) 

Tt=Tt 
- l+et et-N(O, Z). 
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We can also write this in a more general DLM format 

Y= Feet + rit vt - N(O, V) 
Ot = Get-1 + cat wt - N(O, W*) 

Where in the univariate case 

Bt µt Ft 
1 

, 
Gt 

11 
and W* 

11,0 
==== 

Tt 0010Z 

Or in the multivariate case for p series 

Pat 

Pbt 

et= 
IIIW0 

Ft= , 
Gt= and W*= 

Tat 00I0Z 

Tbt 

B is aq= 2p vector which contains two stacked vectors of length p representing p. and T. F 

is aq xp matrix, where I is apxp identity matrix and G is aqx gmatrix. V is the px p 

matrix and 111* is aqxq matrix having diagonal elements which are the pxp matrices W and 

Z which are the variance matrices for the underlying mean and trend components respectively. 

These two models provide the basis of the models used within this thesis. Later in Chapter 5 

we will consider models where the variance matrices are allowed to evolve over time. 

2.3 Kalman Filtering and Smoothing 

Once we have a model the next natural step is to try and make some inferences on this model. 

The initial method we will consider for making inference on this model are Kalman filtering 

and smoothing techniques. These techniques will provide the basis for much of the work which 

is to follow. 
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In this section we will consider the following general DLM 

Yt = F, '9t + vt vt ^' N(O, Vt) 

et - Gt91_1 + Wt 

with initial information 

Wt ' N(O, Wt) 

O0Do^'N(mo, Co) 

where 31t, Bt, vt, Wt and mo are vectors and Ft, Gt, l t, TT and Co are matrices. The exact dimen- 

sions of these would depend on the specific model structure chosen. 

In Kalman filtering and smoothing we are looking to obtain values for the states 9t given the 

data Y and assuming we know V, and W. We set Ft and Gt according to the model structure 

we have chosen. 

2.3.1 The Filter 

Let us first consider the Kalman filter. Here we are looking to derive an expression for the state 

9t given all the available information at time t, that is the information set Dt. 

In Section 1.2 we discussed that the Bayesian paradigm was appropriate for use on complex 

models so let us follow this here. The posterior for the state vector 9 at time t-1 given the 

information set Dt_1 can be summarised as a normal distribution with some mean vector, mt_1 

and variance matrix, Ct_1, that is 

et-i Dt-i -N (mt-i, Ct-i) 
. 

Prior information for the state vector 0 at time t can be summarised as a normal distribution 

with mean vector, at and variance matrix, Rt 

Bt Dt-i -N (at, Rt) 
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where 

at = Gtmt_1 and Rt = GtCt_1Gt' + Wt 

These follow directly from equation (2.2) of our model. 
The first thing we might wish to do is forecast one time point ahead, that is forecast values for 

the series I' given the information set Dt_1. This is simply a matter of taking the expectation of 

a linear combination of the normally distributed variables, OtIDt_1 and vt using equation (2.1). 

Hence 

E (} Dt-1) =E (Ft'O + vr. Dt-1) 

=E (Ft'9t Dt-1) +E (vt Dc-1) 

= Ft'E (O Dt-1) +E (vt Dt-1) 

=Ftiat=ft 

Var (Yt Dt_1) = Var (Ft'Bt + vt Dt_1) 

= Var (Ft'Bt Dt_1) + Var (vt Dt-1) 

= Ft'Var (BtIDt_1) Ft + Var (vt Dt_1) 

= Ft'RtF1 +1 Qt 

Hence the one-step ahead forecast distribution for the series Yt given the information set Dt_1 

is simply 

Y Dt-i ^' N(ft, Qt) 

Hence if we know the vector mt_1 and matrix Ct_1 we can predict values for the series at Y t. 

We have stated that for the moment that we know V 't and TT t the one thing we do not know at 

time t is the state Bt. The model likelihood is the conditional forecast distribution evaluated at 
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the observed time and has normal form. 

L (et } t, t) , N(FF'Ot, ti t). 

To get the posterior for the state, Ot given the D where Dt = {1 t, Dt_1} we can combine the 

prior with the likelihood using Bayes Theorem, (1.1). 

7r het Dt) a 7r het Dt-1) L het t, V t) 

This is simply a product of two normal densities, hence the posterior is simply 

-r (Bt Dt) a exp -2 
( ((Y 

- F'8)'1 (Yt - FF'9 )) + ((Bt 
- at)'Rt-1 (Bt - at))ý 

taking logs and multiplying by -2 

-2 log 7r (Bt Dt) = ((Y't 
- Ft'et)'T; t-1 (}-t - Ft'et)) + ((et 

- at)'Rt-i (et - at)) +k 

where k is a constant term not involving Bt. Rearranging we get 

-2 log 7r (BtIDt) = 9t' (Ft'V -'Ft + Rt-1) et - 2et' (Ft'1 t-1Yt + Rt-iat) + k. 

Hence completing the square and dividing through by 2 and exponentiating we get 

7r (Bt Dt) a exp --I 
((Bt 

- mt)'Ct 1 (Bt - mt)) 

where 

ct-1 = (Ft'V-'Ft + Rt-1) 

mt = Ct (F'l i-1Yt + Rt-1at) 
. 
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Hence the posterior for the state, Bt given all available information set Dt is 

OtDt^, N(mt, Ci)" 

The above statement is often referred to as the Kalman Filter. 

The Kalman Filter allows us to say something about the expectation and variance of the state, 
Bt given the information set Dt. As we will see in Chapter 3 this is useful for making inferences 

about parameters of the model which authors commonly currently assume are known. 

The Kalman filter equation does not rely upon a Bayesian paradigm and can be derived using 

standard normal theory as we will show below. Given 

8t = GtOt-i + Wt wt - N(O, 1ß t) 

the value of the state at t-1 given the information set Dt_1 can in generally said to be as follows 

et-1 Dt-1 -i N (mt-1, Ct-1) 

Again using the system equation, (2.2) 

et Dt-i tN (at, Rt) 

Where 

at = Gtrnt_1 and Rt =C Ct_1Gt' + Wt 

From the observation equation, (2.1) as shown above 

)'t Dt-i -N (ft, Qt) 
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where 

ft = Ft'at and Qt = Ft'RtFt +Vt. 

Now the vector (Y, 8)' is jointly normal. To write this joint distribution we require the covari- 

ances 

Cov (Bt, Yt I Dt-i) = Cov (0t, Ft'Ot + vt Dt-1) 

= Var (Bt IDt-1) Ft +0 

= RtFt. 

Hence the conditional joint distribution of (Y, 8t Dt_1) is 

^J . 
(; )Ht')N((ft)(Qt Ft'Rt 

9t at Rt Ft Rt 

Using standard results for multivariate normal distributions we can find the conditional distri- 

bution for Bt given Yt, Dt_1 

et Dc - N(mt, Ct) 

where 

mt = at + RtFtQt-1 (Y - ft) 

Ct = Rt - RtFtQt-1Ft'Rt. 

This derivation shows the strength of this model format, allowing us to make inference about the 

state relying only on the conditional independence structure as laid out in the DAG Figure 2.1. 

In Section 1.3 we introduced Bayes Linear inferences and discussed that this has advantages 

when considering complex models as it overcomes the requirement for specifying the full joint 

probability structure. In this case we can write this relatively easily however we can still apply 

Bayes Linear methodology to this model and derive the Kalman filter equations. 
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2.3. Kalman Filtering and Smoothing 

Using our general DLM as defined by (2.2) and (2.1) then as above, then we can write the 

expectation and variance for the state at time t-1 given the information set Dt_1 

EDt_1 (Ot-1) 
- Mt-1 

VarDt-1(et-1) _ Ct-1" 

Then at time t these are 

EDt (Bt) = mt 

VarDt (Bt) = Ct. 

Using the state equation (2.2) then the adjusted expectation and variance for Bt given the infor- 

mation set Dt_1 are 

EDt-1 (9t) = EDt-1 (tatet-, + Wt) = GtEDt-1 (et-i) = Gtmt-i = at 

VarDt-1 (Bt) = VarDt-1 (Gt9t-i + wt) = GtVarDt-1 (Bt-i)Gt'+ W= GtCt-1Gt'+ TIT = Rt. 

The expectation and variance for the series at time t given the information set Dt_1 are 

EDt-1 (It) = EDt-r (Ftlet + vt) = Ft'EDt-1 (et) = Ft'at = ft 

VarDt-, (17t)= VarDt-1(Ft'et + Vt) = Ft'VarDt-1 (9t)Ft +Vt= Ft'RtFt +V= Qt 

COVDt-1 (et) Yt) = COVDt-, (et, Ft'et + Vt) = VarDt-1 (et)Ft = RtFt. 

We require the state, Bt, given the current information set Dt = {It, Dt_1 }, the general form of 

the expectation and variance of which are given above. 

Generally the Bayes Linear Adjusted Expectation as discussed in Chapter 1 is given by (1.2). 

Adjusting for knowing 1, gives 

Eý; (et) = EDt-I (et) + COVDt-1 (et) Yt)VarDt-ý EDt-1 t)] 

Ey, (9t) = at + RtFtQt 1 [Yt - ft] = mt. 
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Generally Bayes Linear Adjusted Variance is given by (1.3). 

So adjusting for Ii gives 

Vary, (Bt) 
_ `'arDt-i (et) 

- 
COVDt-1 (et, }t)VarDt-i (17t)-1COVDt-i (OL, )-)l 

Vary t (Bt) = Rt - (RtFt)Qt ' (RtFt)' = Ct 

Once again we have derived the Kalman filter expression. 

The above serves to illustrate the flexibility of the dynamic linear model format and Kalman 

filtering. The Bayes Linear derivation is succinct, however we will require the distributional 

form when we consider simulation smoothing in Section 2.3.3 and so we will rely upon the 

normal theory justification of the filter and subsequent smoothers. 

To summarise the Kalman filter consider the following algorithm. 

1. Set initial values for the expectation and variance of the state at time t=0, mo and Co. 

2. Calculate the expectation and variance of the state given the information set D1, that is 

ml and C1. 

3. sequentially move through the available data, Yt, for t= (2, 
... , n) calculating values for 

the expectation and variance of the state, Ot. 

This illustrates the simplicity of Kalman filtering, which simply sequentially calculates the re- 

quired values. 

2.3.2 The Smoother 

In section Section 2.3.1 we have produced filtered values for E(Bt Dt) and Var(BtjDt), however 

we have more information than this as we know the values of the series Yt upto its last know 

point, n, Le (I t+l, }t+2, 
".. , 

1`71). It would be sensible and likely to produce more accurate 

estimates for the expectation and variance of the state if we could include all this available in- 

formation. That is using the expectation vectors and variance matrices produced by the Kalman 

filter re-estimate these to produce expectation vectors and variance matrices for the state given 

all the data and all the 9t's. This process is know as smoothing. 
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2.3. Kalman Filtering and Smoothing 

In the smoother everything is conditional upon D where D= {Dt, Dt } and Dt = (fit+l1 Yt+21 

In general if: 

et Dt ^, N (mt, Cl. ) 

then: 

et D- N(mt*, Ct*). 

The system equation (2.2) gives us the distribution of 8t Bt_,, Dt_1 - N(Gt8t_1 
i 
Wt) and we 

can therefore write its expectation, variance and covariance 

E(O I Dt 
-1) = E(Gtat-I + wJDt-1) = GtE(Ot-I Dt-1) = Gtmt-i = at 

Var(9t Dt- 1) = Var(Gt9t-i + wt Dt-1) = GtVar(6t-1 JDt- i)Gt' + Wt = GtCt-1Gt' + Wt = Rt 

Cov(9t-i, Bt Dt-1) = Cov(Bt-i, Gtet-I+ wtI Dt-1) = Var(9t-i Dt-I)Gt' = C't-, Gt'. 

Hence the conditional joint distribution of (9t, Ot_1 Dt_1) is 

Bt 
Dt-1 at Rt ct- I Gt' 

^J N, 
Bt-i mt-i Gt'Ct-i Ct-i 

Using standard results for multivariate normal distributions we can find the conditional distri- 

bution for Ot_1 given Ot 

Bt-I et, Dt-I - N(ht, Ht) (2.4) 

where 

ht = mt-i + Ct-1Gt'Rt-let - at) (2.5) 

Ht = Ct-i + GtCt-iRt-iCt-, Gt' (2.6) 
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2.3. Kalman Filtering and Smoothing 

Now because we have 

f(9 , ... 1O 
D) =, f (en Dn). f(en-1 en, D, z-1) ... f(Bo 01, Do), 

and because of the Markov structure of the the DLM we have that, 

f (et-1 er., D) af (et-I et, Dt-1) 

which we have given in (2.4). Now, 

.f 
(et-i D) = 

/f(9tiI9tD)f(9D)d9t 

i. e. f (Ot_1 D) is the expectation of f (9t_1 9t, Dt_1) with respect to f (Bt D). Let 

Bt-i D ^, N mt-i , 
Ct-i ). 

Then 

mt-i* =E (E (Bt-i Bt, Dt-1)) 

= E(ht) 

= mt-i + Ct-iGt'Rt-I (mt - at) 

Ct-i* =E (Var (Bt-i et, Dt-i)) + Var (E (Bt-, et, Dt-i)) 

= E(HH) + Var(ht) 

= Ct-1 + GtC't-I Rt-IC't-1 Gtl + Ct-IGt'Rt-1(Ct)Rt-1Ct-IGt' 

Ct-, + GtCt-iRt-l[Rt - Ct]Rt-'Ct-, Gt'. 

The covariance is simply 

Cov(6t-i, OtI D) = Ct-IGt'Rt-1 Ct. 

Again to summarise the smoother let us look at the algorithm for using it. 

(2.7) 

(2.8) 
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2.3. Kalman Filtering and Smoothing 

1. Set initial values for the expectation and variance of the state at time t=0, mo and Co. 

2. Run the Kalman filter producing expectation vectors and variance matrices for the states, 

Ot conditioned on the information set D,. 

3. At t=n-1 using the smoothing equations (2.7) and (2.8), calculate the expectation 

vectors and variance matrices conditioning on all states and all of the data. We can also 

keep track of the covariances as we will require these when we consider some forms of 

parameter estimation in Chapter 3. 

4. Repeat sequentially until 91 D is calculated. 

This again illustrates the relative simplicity of Kalman filtering and smoothing techniques as 

they rely simply on sequential calculation. 

2.3.3 The Simulation Smoother 

There is a second option open to us when it comes to smoothing, this second option will be 

important when we consider Monte Carlo Markov Chain methods of parameter estimation in 

Chapter 3. This second method of smoothing is known as simulation smoothing as we simulate 

values for 9t for t=1, ..., n. 

We will wish to sample the set of state vectors On = e0,6k, 
... , 

0n from the multivariate normal 

posterior p(On Dn). We can exploit the Markov properties of the system equation of the DLM 

to write 

p(onI Dn) _ P(en Dn)P(en-1 en, Dn-1) ... p(Ol102, Dl)p(Oo 01, Do) 

6 
As a result we can sample the whole of O, 

z 
by sequentially simulating the individual state 

vectors BBL, 8l_1, 
... 7 

Bo. This can be done as follows 

1. Sample 6n from Bn Dn, , N(mn, Cn), the values for which we have obtained from the 

Kalman Filter. 

2. Then for each t=n-1, n-2.... , 
1.0 sample 9t_1 from Bt-1 9t, Dt_1 where the condi- 

tioning value for Bt is the value just sampled. 
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In the previous section we have already shown the distribution for Bt_, 1Ot, Dt_1 with equation 

(2.4) 

dt-I 8t, Dt-I ^' N(ht, HH) 

where 

ht = mt -i + Cz-iGt'Rt -1 (et - at) 

Ht = Cc- i+ GtCt-iRt- 1C't- 1Gt'. 

We already have et as we sample this in the previous iteration. Once again like the smoother 

this algorithm consists of simple sequential calculations. 

2.4 Programming Aspects 

The above algorithms can be incorporated within computer programmes to allow us to make full 

use of their capabilities. A class was developed in sather to perform these functions. This class 

is called KALMAN. The modular library kalman. sa contains routines to perform the Kalman 

filter as well as either the standard smoother or the simulation smoother, reference for this can 

be found in Appendix A. 

Let us initially consider the following locally constant dynamic linear model, 

} =/µt+Vt vt-N(0,225) 

/µt = µt_1 + wt wt - N(0,49) 

We can simulate 1000 data points from this model after setting an initial value for the state and 

also keep the values of the state at each time point. 

We can run our Kalman filter on the simulated series and keep the values for the expectation and 

variance of the state at each time point which this calculates. Figure 2.2 shows a subsection of 

the true states, (0600, ... 10650) as a black line. The expectation of the state is plotted as a red line. 

The 95% confidence interval for the expectation is calculated using the variance of the states 
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Figure 2.2: Graph of true states and filter estimates. 

from the Kalman filter and plotted as blue line on the figure. We can see that the expectation of 

the states from the Kalman filter is close to the true value. The Kalman filter is sometimes slow 

to react to changes is the gradient of the slope of the state and perhaps exaggerates variation. 

Figure 2.3 shows the same results for the smoother. These results are closer to the true values 

with less exaggeration. This demonstrates the advantage of incorporating all available data into 

our model. 

In Chapter 3 we will go on to look at how we can make use of the Kalman filtering and smooth- 

ing techniques we have outlined in this chapter. 

32 



2.4. Programming Aspects 

mý 

0 

0 

Time 

Figure 2.3: Graph of true states and smoother estimates. 
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Chapter 3 

Parameter Estimation 

In Chapter 2 we looked at methods for estimating the unknown states of a dynamic linear model, 

given the variance matrices of the model, using Kalman filtering and smoothing techniques. In 

this chapter we will look at methods whereby we can make inference about these variance 

components, assuming that they are fixed over time; we will return to time evolving variance 

in Chapter 4. The model structure is again set by the two structural matrices F and G. In this 

chapter we will consider two methods of inference, one based on an Expectation-Maximisation 

algorithm the other based on the MCMC methodologies as discussed in Section 1.4. 

3.1 The Expectation-Maximisation (EM) Algorithm 

The EM Algorithm is a two stage algorithm, where we take expectations of the log posterior 

density (the E-step) and then maximise these (the M-step) in order to generate an estimate of 

the posterior mode. These steps are repeated until convergence. 

Consider the dynamic linear model: 

t= F'Bt + vt The Observation Equation 

01 = GOt_1 + Wt The System Equation 
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where, 

Vt ̂ ' N(O, ti') and wt - N(0, W). 

Then in conjunction with Kalman filtering and smoothing we can enact an EM algorithm to 

produce posterior modes for the precisions of the two variance parameters 1' and W in the 

M-step and posterior expectations Vt2 and wt2 in the E-step. The dimension of the state vec- 

tor and variance and structural matrices depends on whether we are considering univariate or 

multivariate series or locally constant or locally linear models as discussed in Section 2.2.1 and 

Section 2.2.2. For a fuller treatment of the EM algorithm in this context see Koopman (1993). 

3.1.1 The Univariate EM Algorithm 

In the univariate case the series of interest Yt is a single series, 9t is a vector of length 1 or 2 

depending whether we are looking at locally constant or locally linear models. Let us initially 

consider a locally constant model where 9t = µt. 

In this case we are looking to produce estimates for 1" and W, by finding the posterior modes 

of the precisions R= j'-1 and S= W-' and then inverting these to produce estimates for ti' 

and W. 

Expectation Step (E-step) 

Let us first look at the Expectation step. This is a Kalman Filter-Smoother, which is used to 

generate a filtered and smoothed estimate of the system parameter 8 and hence the expecta- 

tions of vt2I D and wt2I D which will be required in the M-step. In order to be able to run the 

Kalman filter we require values for the variances 1' and W. The Kalman filter and smoother are 

discussed in full detail in Chapter 2. The filter assumes a prior belief of 

eo - N(mo, Co) 

35 



3.1. The Expectation-Maximisation (EM) Algorithm 

and requires variance specifications 1- and T4', where: 

Var(vt) =V and Var(wt) = W. 

The Kalman Filter-Smoother is itself a two stage process, the initial sweep uses these initial 

estimates and runs through the data sequentially to generate new estimates for rant and Ct 

where: 

9t I Dt - N(rnt, Ct) and Dt = (11 z, 
... , 

I't 

The second stage uses these estimates and the data to smooth backwards generating new smoothed 

estimates for mt and Ct which incorporate both the original estimates and all the data. Hence, 

Ot ID - N(mt*, Ct*) and D= {Dt, Dt*} Dt* _ ()t, Yt+21 , In) 

Thus the expectations required by the M-step can be calculated as follows. 

E(vt2ID) = Var(vt D) + E(vtlD)2 

where 

E(vtI D) =E(}t-F'O D) =It-F'E(BtID) =It-F'mt* 

Var(vtI D) = Var(Yt - F'O D) = Var(F'BtI D) = F'Ct*F 

and for w's 

E(wt 1 D) = Var(wtI D) + E(wtI D)2 

36 


